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ABSTRACT

While citation count and H-index is the most important metrics for
measuring impact in Science, the intention of the given citation is
usually overlooked. To examine the affects of citation sentiments
on academic success, this paper conducts a large scale empirical
study on University of Waterloo Computer Science faculty mem-
bers’ publication data. We show a negative correlation between
H-index and the percentage of negative citations given by that
researcher. We also show a positive correlation between number of
papers published by a researcher and percentage of neutral citations
given by that researcher. In addition we discuss the changes in the
distribution of citation sentiments over time and the differences be-
tween same institution and different institution citation sentiments.
We also provide a dataset of 9,438 papers’ metadata and 697,609
citations with their citation sentiments for future research.
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1 INTRODUCTION

The predominant and widely recognized scientometric indicator is
the number of citations a paper garners. Nevertheless, it’s crucial
to acknowledge that papers can be cited for diverse reasons. A
citation may stem from a paper serving as the foundational work
for current research, acting as a competitor in the field, or being
subject to critique.
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The purpose of this paper is to study the citation sentiments
and its affects on citation counts. We aim to answer the following
research questions:

RQ1 Do the citation sentiments affect the total number of citations
a paper or a researcher receives? (i.e. is there a karma effect?)

RQ2 How does the distribution of citation sentiments change over
the duration of a researcher’s career?

RQ3 How did the distribution of citation sentiments change over
time?

RQ4 Is there any difference in the distribution of citation senti-
ments between same institution researchers and different
institution researchers?

We collected the publication and citation data of the University
of Waterloo Computer Science faculty members. We then used the
large language model (LLM) Solar 10.7B [9] to classify the citation
sentiments of each paper. We then analyzed this data to answer the
research questions.

2 RELATED WORK

There is a large body of research on citation analysis. Most of
these studies use the ACL Anthology [5] as their dataset. ACL
Anthology is a dataset of NLP papers and their citations. Using
the ACL Anthology creates two main differences from our study.
First, it provides more contextual metadata about the citations than
our dataset, such as the position of the citation in the paper, the
section of the paper that the citation is in, etc. Second, it provides
a large enough training dataset to train or finetune any kind of
model, which our dataset also lacks. [2-4, 7] are some of the studies
that use the ACL Anthology dataset. They are generally focusing
on the task of citation sentiment classification itself and they do
not analyze the output of this classification. None of the studies we
have found use LLMs for classification. Most use sentence or word
embeddings.

[13], [12] are some of the studies that analyze the citation senti-
ment classification output. [13] analyze the relationship between
journal impact and the citation sentiment. They use PubMed Cen-
tral dataset [1] for this study. [12] analyze the relationship between
Nobel prize winners and their citation sentiments pre and post
Nobel prize. They manually gather a 100 paper dataset for this
study.

3 METHODOLOGY

3.1 Data Collection

We used the Semantic Scholar (SS) API to collect the publication
and citation data of all current (as of this writing) members of
the University of Waterloo Computer Science faculty members. SS
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tvpe Positive Negative Neutral Bad Context Average
YP Prec. | Rec. | Prec. | Rec. | Prec. | Rec. | Prec. | Rec. | Prec. | Rec.
Solar 10.7B 0.68 0.41 0.67 | 0.67 0.47 0.87 0.90 0.44 0.68 | 0.60
GPT-4.5 0.87 0.19 0.71 0.62 0.43 | 0.96 0.92 | 0.52 0.73 0.57
GPT-3.5 0.50 | 0.95 0.80 0.50 0.36 0.21 | 1.00 0.26 0.66 0.47
mistral 7x8B 0.70 0.38 0.71 0.56 0.41 0.84 0.60 0.26 0.60 0.51
llama2 7B 0.39 0.75 0.60 0.375| 0.34 0.25 | 1.00 0.04 0.58 0.35
mistral 0.48 0.27 0.36 0.50 0.43 0.87 0.75 0.13 0.50 0.44
Table 1: Evaluation results of the LLMs
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Figure 1: CiteQ database scheme

provides an API endpoint to retrieve the context of a citation. We
used this endpoint to retrieve the citation context of each citation
made by a faculty member or to a faculty member. In total we
collected data about 96 faculty members, 9,438 papers, and 697,609
citations. We formed an SQLite database, with the scheme shown
in Figure 1, to facilitate flexible querying of the data. This database
is publicly available at https://github.com/sueszli/citeQ.git.

3.2 Citation Sentiment Classification

We experimented with a number of LLMs including chatGPT-3.5
[6], chatGPT-4.5 [10], mistral and mistral 7x8B [8], llama2 [11] and
Solar 10.7B [9]. Among these, only promising results were obtained
from Solar 10.7B and [10]. Since with the size of the dataset we
had, we could not afford to run the classification on GPT-4.5, so we
chose Solar 10.7B as our LLM.

We used the following citation purpose classes: positive, neutral,
negative, bad context. The positive class includes citations that
are talking about the strengths of the paper, important it is. The
negative class includes citations that are talking about the weak-
nesses of the paper, or talks about their solution being better than
the paper’s solution. The neutral class includes citations that are

talking about the paper without any positive or negative sentiment.
The bad context class is for badly captured citation contexts that do
not contain any information about the citation sentiment. With the
satisfactory precision on the bad context class, we removed all the
citations labeled as bad context from our dataset for all the analysis
we have conducted. You can see the prompt template we used in
Appendix A.

We used 6 Nvidia A100 80GB GPUs to run the classification. The
total inference time was 1 day and 4 hours.

3.2.1 Evaluation. We hand labeled 100 citations to evaluate the
accuracy of the classification. The results are shown in Table 1.
We can see that the Solar 10.7B has the highest average recall,
and second highest average precision. We can also see that the
Solar 10.7B has the most consistent scores among classes, which is
important for our analysis. Therefore, we chose Solar 10.7B as our
LLM.

4 RESULTS

We see a distribution of 21.59% positive, 65.58% neutral, 8.47% nega-
tive, and 4.37% bad context in Figure 1. This data might not represent
the actual distribution of citation sentiments in computer science
because all the papers being cited belongs to University of Waterloo
professors. Given that University of Waterloo has a relatively high
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Figure 2: Citation purpose percentages vs. H-index of researchers
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Figure 3: Citation sentiment percentage change throughout
years

ranking in computer science it is possible that the distribution of
citation sentiments is skewed towards positive and neutral.

4.1 RQ1: Does Citation Karma Exists?

When we graph the citation sentiment percentages against the H-
index of researchers, we see a negative correlation between negative
citation percentage and H-index in Figure 2a. We also see a very
slight negative correlation between positive citation percentage
and H-index in Figure 2b. However, we see a positive correlation
between neutral citation percentage and H-index in Figure 2c. While
it looks easy to jump into the conclusion that there is a karma effect
meaning, when you give too much negative references you will get

lower number of citations. However, this could be related to the
career stage of the researcher as we will see in the next section.

4.2 RQ2: How does the citation sentiment
percentages change throughout the career
of a researcher?

We decided to use the number of papers published by a researcher
as an indication of the career stage of the researcher. When we
graph the researchers citation sentiment percentages and their
number of published papers we get the graphs in Figure 4, we
can see that as the researchers publish more papers the negative
and positive citation percentages decrease and neutral citation
percentages increase. We can hypothesize that as the researchers get
more experienced they tend to give more neutral references. This
can also explain the negative correlation between the negative and
positive citation percentage and H-index and positive correlation
between neutral citation percentage and H-index. This is because H-
index is also an indirect measure of the career stage of a researcher,
as more experienced researchers tend to have higher H-indexes.

4.3 ROQ3: How did the distribution of citation
sentiments changed over time?

We calculated the average citation sentiment percentages for each
year from 2000 to 2023, these citations include both the citations the
Waterloo professors received and the citations they gave. We then
graphed the percentage changes of the three classes in Figure 3. As
you can see there is a consistent increase in positive and negative
citation percentages and a consistent decrease in neutral citation
percentage. This could potentially mean that the computer science
community is getting more polarized over time.

4.4 RQ4:Does being in the same institution
affect the citation sentiment distribution?

We calculated the average citation sentiment percentages for cita-
tions given to University of Waterloo professors by other University
of Waterloo professors and by professors from other institutions.
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Figure 4: Citation purpose percentages vs. researchers’ number of papers
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Figure 5: Citation purpose percentages within and outside of
the institution

We then graphed the results in Figure 5. We can see that the distribu-
tion of citation sentiments is very similar for both cases. However,
we can see a 2.6% increase in positive citation percentage and a 1.4%
decrease in negative citation percentage when the citation is given
by a professor from the same institution. This could potentially
point to a slight positive bias towards professors from the same
institution.

5 CONCLUSION

In conclusion, our analysis of citation sentiments among Univer-
sity of Waterloo professors in computer science reveals intriguing
patterns. While the overall distribution suggests a predominantly
positive and neutral sentiment, it’s essential to acknowledge the

potential skew introduced by the university’s high ranking. Exam-
ining the existence of "Citation Karma," we observed a nuanced
relationship between citation sentiments and researchers’ H-index,
hinting at a possible correlation with career stage.

Exploring the evolution of sentiments throughout researchers’
careers, we found a tendency for more experienced researchers to
provide increasingly neutral references, aligning with the observed
correlations. The temporal analysis indicates a growing polarization
in the computer science community, reflected in rising positive and
negative citation percentages alongside a decline in neutral citations
over time.

Furthermore, our investigation into the influence of institutional
affiliation on citation sentiment distribution suggests a subtle posi-
tive bias when citations originate from the same institution. These
findings contribute to a deeper understanding of the dynamics
shaping scholarly communication within a specific academic com-
munity.

In summary, our study sheds light on the complex interplay of
factors influencing citation sentiments, ranging from individual
career stages to institutional affiliations and temporal shifts. These
insights encourage further exploration into the evolving landscape
of scholarly interactions and their implications for the dynamics of
academic discourse.
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A CLASSIFICATION PROMPT TEMPLATE

The following is a set of citation sentiment categories, each cate-
gory name is followed by a description of the category and some
examples of in-text citation contexts that belongs to this category.

e Name: Positive
Description: A citing sentence is classified as "positive"
when it mentions the strength of the cited approach, posi-
tively criticizes the cited approach, positively evaluates the
cited source, uses the cited source as a starting point or mo-
tivation and extends on the cited work, or when the results,
claims of the citing work substantiate, verify the cited paper
and support each other.
Example 1: Researchers [13] have presented a Secure and
Efficient Topology Discovery Protocol (sSOFTDP) that shifts
a part of the link discovery to the SDN switch.
Example 2: To obtain more precise and descriptive topics,
we further conducted GuidedLDA [24] using some of the
most salient keywords selected from our initial LDA results.
e Name: Negative
Description: A citing sentence is classified as "negative"
when it mentions the weakness of the cited approach, nega-
tively criticizes the cited approach, negatively evaluates the
cited source.

Example 1: Most of the existing literature on the execution
cost problem focus on markets where only one investor
trades (for instance see [3, 4, 5, 6, 8, 9]).
Example 2: With nonlinear CI test, LPCMCI is computa-
tionally too expensive to be compared when the number of
nodes is large.
e Name: Neutral
Description: A citing sentence is classified as "neutral"
when it is a neutral description of the cited work. Use this
category when there is no strong criticism negatively or
positively.
Example 1: Since the inception of spam, many companies
and research teams have combined their efforts to fight
against spam deliveries using different approaches and meth-
ods [1].
Example 2: Conventional approaches adopt fine-tuned gen-
erative models (Zhong et al., 2020b; Guo et al., 2021; Wang
et al., 2021a, inter alia ) as input generators, with a semantic
parser (e.g., PCFG grammar) for sampling symbolic outputs.
e Name: Bad Context
Description: A citing sentence is classified as "bad context"
when the given context is not enough to classify the citation
or it does not include any citation.
Example 1: But then, the sum of welfare lost + retained is
the optimum welfare and is bounded.
Example 2: Furthermore, since step (4) did not return FAIL,
we must have g; a divisor of all entries in V' and W’ hence
JV contains only polynomial entries.

Classify the following in text citation into one of these categories.

First, type 'THINKING:” and write your reasoining step by step.
Then type ’ANSWER:” and give your answer in a single word.

{Citation Context}
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